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RESUMEN

Los entornos de Real-time Strategy (RTS) son un gran espacio de investigacién
para agentes de inteligencia artificial (IA) gracias a la toma de decisiones en tiempo
real y la variedad de acciones estratégicas que se pueden realizar. Existen una gran
variedad de juegos RTS, cada uno de ellos con sus propias reglas y dificultades, otor-
gando un desafio para disenar un agente competitivo. Para este proyecto se utiliza
Planet Wars como espacio de prueba, donde nuestro agente debe administrar sus re-
cursos y tomar decisiones tanto de defensa como de ataque en un periodo de tiempo
limitado, ademés de enfrentarse a distintos escenarios cuyas reglas y parametros van
cambiando con el tiempo.

Este trabajo presenta el proceso de desarrollo de un agente competitivo para en-
tornos RTS, evidenciando métodos eficientes para utilizar en futuras competencias
tales como Planet Wars u otras investigaciones relacionadas con la toma de decisiones
en tiempo real, pasando desde el estado del arte y explicando enfoques utilizados en
juegos RT'S como técnicas heuristicas, métodos de optimizacion, enfoques de apren-
dizaje por refuerzo y modelos de coordinacién de miltiples agentes. El desarrollo de
este proyecto se guia basandose en la metodologia Design Science Research (DSR),
la cual otorga un enfoque iterativo, llegando a crear 3 versiones del mismo agente, el
cual utiliza el algoritmo Monte Carlo Tree Search (MCTS), mezclando 3 métodos,
mostrando la evolucion de su rendimiento en cada iteracion.

Los resultados obtenidos dentro de la competencia son satisfactorios al ser nuestra
primera participacién en el Planet Wars Al Challenge, alcanzando la posicion 17
dentro de los 30 agentes presentes, demostrando una buena estabilidad y desempeno
competitivo frente a agentes evolutivos, avariciosos y superando con creces a todos

los agentes random.
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ABSTRACT

Real-time Strategy (RTS) environments are a great research space for artificial
intelligence (AI) agents, thanks to their real-time decision-making and the variety
of strategic actions available. There is a great variety of RTS games, each with its
own rules and difficulties, providing a challenge for designing a competitive agent.
For this project, Planet Wars serves as a testing space where our agent must manage
its resources and make both defensive and offensive decisions within a limited time,
while facing different scenarios whose rules and parameters change over time.

This work presents the development process of a competitive agent for RTS envi-
ronments, evidencing efficient methods to use in future competitions such as Planet
Wars or other research related to real-time decision-making, going from the state of
the art and explaining approaches used in RTS games such as heuristic techniques,
optimization methods, reinforcement learning approaches, and models of coordina-
tion of multiple agents. The development of this project is guided by the Design
Science Research (DSR) methodology, which grants an iterative approach to create
3 versions of the same agent, which uses the Monte Carlo Tree Search (MCTS) algo-
rithm, mixing 3 methods, showing the evolution of its performance in each iteration.

The results obtained in the competition are satisfactory, given our first participa-
tion in the Planet Wars Al Challenge. Ranking 17th among the 30 agents present,
demonstrating good stability and competitive performance against evolutionary and

greedy agents, and greatly surpassing all random agents.
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1. Introduction

Real-time strategy (RTS) games present a major challenge for artificial intelligence
(AI) research due to the combination of large action spaces, dynamic environments,
and limited time for decisions [I]. Each scenario offers a wide range of possible
actions, such as attacking or defending, influenced by changing rules and variables
that shape strategies and adaptability. An intelligent agent, in this context, is a
software entity capable of understanding the environment in which it is played and
making strategic decisions to achieve specific results [2]. In RTS games; agents
must balance exploration and exploitation to select actions that maximize long-term
performance while adapting to constantly changing conditions [3].

These games offer complex scenarios that require real-time decision-making, de-
manding effective decision-making models, search strategies, adaptive heuristics, and
learning algorithms. Platforms such as StarCraft [4] have served as important test
environments for Al; however, they require significant computational resources and
engineering efforts. For this reason, smaller environments, such as microRTS, have
become popular alternatives [5]. These competitions, which do not require extensive
computational resources, facilitate Al research by providing standardized, repro-
ducible, and fast experimental environments.

The Planet Wars Al Challenge is a fast-paced strategic game competition on the
Fast Planet Wars platform, where multiple Al agents compete against pre-designed
opponents or those created by other participants. This competition serves as an ideal
benchmark for AI research, providing an solid environment for planning, resource
management, and tactical decision-making [6]. Thanks to its efficient implementa-
tion, the engine of Planet Wars runs at exceptional speed, allowing agents to test

and execute a large number of strategies in a short amount of time.
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In this project, we analyze these paradigms and evaluate the methods and algo-
rithms used in designing intelligent agents for the Planet Wars Al Challenge and sim-
ilar environments by reviewing heuristic methods, evolutionary algorithms, learning
techniques, and multi-agent coordination approaches to identify the most effective
strategies for addressing dynamic environments through adaptive and competitive
behavior.

General Objective: Develop an intelligent agent capable of competing in the
Planet Wars AT Challenge.

Specific Objectives

1. Review the state of the art in algorithms and Al techniques applied to RTS

and microRTS environments, identifying their relevance for Planet Wars.

2. Design a modular agent architecture integrating heuristic, evolutionary meth-

ods, reinforcement learning, and multi-agent mechanisms.

3. Implement the agent within the Planet Wars environment using controlled

experiments in the official competition repository.

4. Evaluate the agent’s performance through quantitative metrics and compare it

with baseline data and previous competitive agents.

To embark on this project, we will follow the research question: What AI models
and techniques used in RTS games can effectively improve an agent’s performance
in the Planet Wars AI Challenge?

In the following pages, we analyze the state of the art applied to agents partici-
pating in previous Planet Wars Al Challenge competitions, along with research on
methods for RTS games. This is followed by the methodology chapter, in which we
define the approach we are taking to address this work and how the Al agent is eval-
uated to determine the best approach to develop for the competition. Afterward,
we present the agent’s development, explaining its functionality and the methods
used in its creation. The next chapter covers the evaluation and results of the Al
agent sent to the competition, analyzing its performance during the challenge and
the repository evaluation. Finally, the last chapter is the conclusion of our work, in

which we assess whether the agent’s performance is robust.



2. State of the Art

Many agents and algorithms have been used over the years since this competition
was established. This section covers the state of the art in the development of Al
agents, investigating and analyzing methods previously used in the Planet Wars
environment to identify the best possible options for addressing this competition.

Real-time strategy (RTS) games have been present in the world of video games
since the 1990s, with Dune II (1992) [[] being considered the defining game of the
genre. Since then, this type of game has only evolved, delivering great titles such as
Age of Empires ] and StarCraft ] Over the years, this genre has become an ideal
space for Al research [7] because it offers partially observable environments that
provide ample scope for action and long-term strategic planning, thereby presenting
challenges for the agent’s adaptability and resource management. These properties
have become attractive for hybrid architectures and multi-agent methods [7] [g].

While RTS environments have proven ideal for Al research, large-scale games like
StarCraft often incur high computational costs, which pose a barrier for researchers
without access to high-performance resources. For example, the AlphaStar system
used 3,072 TPU cores and 50,400 preemptible CPU cores for 44 days [9]. Given
this limitation, there has been a need to create simplified, research-oriented envi-
ronments that maintain the strategic and decision-making challenges of RTS games
while reducing computational costs.

One of the most widely used examples is microRTS (uRTS) [I0]. Despite its
minimalist design, uRTS retains the same challenges as an RTS environment, such

as unit control, resource management, and long-term planning. This simplicity has

!Dune II: The Building of a Dynasty is based on David Lynch’s 1984 film Dune
’https://www.ageofempires.com
3https://starcraft.blizzard.com
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made it a popular benchmark for evaluating algorithms such as Monte Carlo Tree
Search.

Another important contribution is the ELF [I1] platform, a research-oriented
framework for Deep Reinforcement Learning (DRL) [12], which provides a lightweight,
fast environment for large-scale experimentation without the computational barriers
of large RTS games.

TorchCraft [I3] uses a different approach. Instead of simplifying the game, it
offers an interface that exposes the game state to learning algorithms. TorchCraft
acts as a bridge between machine learning frameworks and StarCraft: Brood War,

avoiding the computational cost of interacting directly with the game engine.

2.1 Planet Wars Al Challenge

Another example of a benchmark related to RTS games is the environment chosen
for this project, which is Planet Wars, specifically the competition organized by
the IEEE Conference on Games (CoG). The competition is held on a Fast Planet
Wars platform optimized specifically for Al experimentation, capable of running
extremely fast simulations (up to thousands of game ticks Iz_r] per second), making
it an ideal environment for large-scale agent testing under real-time constraints [0].
Unlike other resource-intensive RTS environments, such as StarCraft 11, Planet Wars
offers controllable complexity, reducing computational demands while maintaining
significant strategic challenges.

The official competition repository [] provides a highly modular and configurable
system. The engine allows users to adjust key parameters such as the number
of planets, fleet transit speed, growth rates, gravitational effects, and even the
level of observability. Two standardized agent interfaces — PlanetWarsAgent (for
fully observable games, see figure and PartialObservationAgent (for limited-
information environments) — enable researchers to test both complete and partial-
knowledge scenarios. The repository also includes built-in competition modes, such
as RoundRobinLeague, which facilitate the comparative evaluation of multiple agents

under controlled conditions.

4Tick: It is a discrete unit of time used by the Planet Wars engine, responsible for processing
the game logic, as well as serving as the game’s time counter.
Shttps://github.com/SimonLucas/planet-wars-rts
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ame status: Game tick: 104; Player 1: 91; Player 2: 92; Leader: Player

® 4

Figure 2.1: Screenshot of Planet Wars Al Challenge

2.2 Methods

The AI must deal with many uncertain conditions that change throughout the com-
petition. Under these circumstances, the agent needs to adapt to the different en-
vironments that it will face. With all this in mind, previous participants and re-
searchers have developed their own agents to deal with these uncertain conditions.
In their own way, previous agents have 4 things in common: heuristic and simulation
methods to calculate the best option at hand; evolutionary and optimization meth-
ods to learn from previous actions and improve strategies; reinforcement learning
methods to autonomously acquire decision-making policies; and multi-agent systems

and coordination to have multiple agents working in unison.

2.2.1 Heuristic and Simulation Methods

The earliest approaches to RTS control were based on custom heuristic rules, in which
the agent evaluated possible actions based on parameters such as distance, planet

growth rate, and enemy threat level [6]. The main drawback of this approach was
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that, although these methods relied on interpretable logic and high computational
efficiency, they often operated through scoring functions that evaluated and selected
the most promising action frame by frame.

To overcome these limitations, forward simulation and rolling horizon planning
techniques have been introduced. These methods simulate possible future states
within a limited number of steps, allowing the agent to assess short-term conse-
quences before committing to an action [3].

This approach was used by the winning team of the IEEE CoG 2025 competi-
tion, which combined a multi-factor heuristic evaluation with forward simulations to

improve its strategic decision-making process.

2.2.2 Evolutionary and Optimization Methods

Evolutionary algorithms and metaheuristic optimization are methods frequently used
in RTS games, such as Planet Wars. These methods have proven useful in scenarios
with large, continuous action spaces. Given the limited time per action that the
competition gives us, our agent needs to explore and refine strategies based on the
current parameters and rules.

A notable example is the N-Tuple Bandit Evolutionary Algorithm (NTBEA),
which combines evolutionary search with a probabilistic model to accelerate opti-
mization in noisy and stochastic domains [I4]. In an environment where scenarios
and parameters are sensitive to change, such as Planet Wars, this algorithm helps
reduce the amount of evaluation the agent performs, which is useful when time is
limited.

Another bio-inspired approach involves immune-based optimization models that
adjust agent behavior between attack and defense. By mimicking biological processes
such as mutation, cloning, and selection, these algorithms improve agent adaptability
in Planet Wars [I5] or Ant Colony Optimization (ACO) [I6]. This optimization
method uses a pheromone system, similar to that of ants, to determine the best
action to take; the less pheromone an action has, the lower the chance it is chosen.
They help balance local and global search, allowing agents to adapt effectively to
the changing conditions of the battlefield.
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2.2.3 Reinforcement Learning Methods

Our agent must be capable of evaluating the best course of action, such as defend-
ing, attacking, or managing troops. To achieve this, developers use Reinforcement
Learning (RL) [I7], in which the agent tests different actions and receives rewards to
learn policies that maximize the total reward of a given action [18] and, over time,
generates a strategy. This method is a good approach for RTS games since one of
their main characteristics is interaction with the environment, enabling the develop-
ment of different strategies in response to the various rules our agent will face during
the competition.

In Planet Wars and, in general, RTS games, multiple agents act individually;
however, to reach a main goal, each action they take can affect the decisions of
other agents, making teamwork indispensable for creating an effective strategy. Ap-
proaches like Multi-Agent Deep Deterministic Policy Gradient (MADDPG) [19] and
QMIX [20] are good examples; these models apply a centralized training approach
with a decentralized execution mechanism [21], where they share information from
each agent during training but ultimately work with their own policies, thereby cre-

ating robust strategies.

2.2.4 Multi-agent Systems and Coordination

Multi-agent systems (MAS) provide a structure in which multiple autonomous enti-
ties cooperate or compete to achieve shared or conflicting objectives [22]. Each agent
operates based on local decision-making, but the information it generates contributes
to a global objective.

In Planet Wars, MAS serves as an effective decision-making tool by assigning
individual agents to manage planet defense or to control attack fleets. Each agent
focuses on a local goal while communicating with others to build a global informa-
tion network. This method allows the system to remain operational even when one
individual fails or behaves unpredictably.

However, MAS also presents challenges for RTS environments, where decisions
must be made within a short time frame. Communication between agents and the
coherence of shared information can be very challenging. If communication becomes
overloaded or desynchronized, system performance can be severely affected, leading

to longer evaluation periods.



3. Methodology

In this chapter, we describe the design, development, and evaluation of our intelligent
agent, present the research paradigm of our project, and outline the steps to follow
during the iterative design and experimentation cycles. In this way, the aim is to
establish a conceptual and procedural foundation for the work.

Planet Wars is a game that involves capturing planets and fighting opponents,
all with the same objective: to gain control of the map. Every player starts with
the same number of planets, which gradually generate ships to later be sent to other
planets, whether neutral or already belonging to a rival. These ships do not fight
each other; they travel across the map to their target and capture it. A planet can
pass into a player’s possession by eliminating the enemy troops that are already on
that planet. For example, if a planet has 15 ships at the moment, and a fleet of
20 ships is sent, the planet passes to our possession with a total of 5 ships in our
favor. This game has 2 ways to end a match: either time runs out, and the winner
is the one with the most planets in possession, or all of the enemy rival’s planets
are captured. In both cases, it may be that some planets remain neutral; however,
this does not affect the result of the game. For this version of the game, complex
user interfaces are not implemented; Planet Wars is a simplified but highly strategic
environment.

We aim to develop a competitive Al agent for the Planet Wars AI Challenge,
which is, in essence, a computational artifact. The proposed methodology consists
of designing and developing the agent, and then evaluating its performance in the
dynamic environment of Planet Wars. This approach falls within the Design Science
Research (DSR) [23] paradigm, a combined method used for research and software

engineering projects.
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3.1 Research Paradigm

DSR focuses on solving problems by creating artifacts and generating knowledge from
the design process. This paradigm is organized into an iterative cycle composed of
the stages of Problem Awareness, Suggestion, Development, Evaluation, and Con-
clusion [24]. In the context of this project, the artifact corresponds to the intelligent
agent, whose construction requires iterating between design, implementation, and
evaluation through experiments in the Planet Wars environment.

Using this methodology is ideal for guiding the development of our intelligent
agent since DSR is widely used in research on software and computational artifacts, as
is the case with our competitive Al. One of the reasons supporting this decision is how
we divided this project: designing and developing a competitive agent, evaluating
it in the competition’s official repository, and generating results from the strategies
used to determine the most effective approach.

DSR has previously been used in artificial intelligence projects, as it allows the
design process of models, agents, or decision techniques to be structured systemati-
cally and incorporates experimental evaluations within the development framework

to improve their performance [25].

3.2 Design Science Research Framework

In this section, we will explain the procedure to be carried out in the 5 steps outlined
by DSR. The main idea is to plan how to execute and evaluate this project and to

identify potential results that could improve the performance of our Al agent.

e Awareness of Problem: We know that Planet Wars is a dynamic environ-
ment that changes throughout the competition; elements such as rules, pa-
rameters, and maps are examples of this. In this changing environment, the
main challenge is to design an Al agent that can adapt to these changes, make

reliable decisions, and develop robust strategies.

e Suggestion: Based on agents who participated in previous competitions and
on prior research, four methodologies used for RTS environments stand out
as the most suitable for Planet Wars: heuristic models, evolutionary search,

reinforcement learning, and multi-agent coordination. The project proposes a
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modular architecture that enables the testing and comparison of the different
approaches mentioned to identify a strong candidate for the Planet Wars Al
Challenge.

e Development: The development is based on an iterative testing cycle [20],
where the agent tests different approaches independently. The first of these is
testing heuristic methods like Monte Carlo Tree Search (MCTS) [27], which
have shown good results in RTS environments. However, this isn’t limited
to just one approach; the iterative cycle allows us to revisit our steps and
test other approaches. The procedure is the same for the remaining methods.
While their development is carried out independently, one objective is to control
multiple agents. Considering methods like NTBEA as reinforcement learning
algorithms, a hybrid agent is feasible. This part of DSR allows us to create

and test multiple methods, enabling us to find an effective strategy.

e Evaluation: The agent evaluation takes place in the official competition repos-
itory, which provides random and heuristic agents as baselines for competing
against ours. Also, we are going to use the results of the competition as metrics
evaluators E] This environment, designed for Al research, allows adjustments
to parameters such as decision time, number of planets, transition speed, and
more; it enables multiple scenarios to test our agent. Win rates are the primary

metric for evaluating our agent.

e Conclusion: With the results obtained, we can identify the strengths and lim-
itations of each approach, determining which methods strike a balance between

agent performance and computational cost across the games played.

3.3 Experimental Design

The experimental design establishes the characteristics of the simulation environ-
ment, the baseline agents we will use to test our agents, and the metrics we will use

to evaluate their performance and efficiency in Planet Wars.

"https://github.com/SimonLucas/planet-wars-rts/tree/main/competitions
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3.3.1 Environment Configuration

The official repository for the competition provides two interfaces for testing our
agent: PlanetWarsAgent, which offers a visualization of our agent’s performance,
showing planets, troop movements, and the game’s progress; and PartialObser-
vationAgent, which, as its name suggests, provides partial information about the
environment and does not show the game’s progress. Both interfaces can be used to
evaluate our agent and for Al-related research. For this project, we have chosen to
use the full version of the environment.

Regardless of the visualization mode used at any given time, various scenarios are
employed to evaluate the agent’s adaptability across different environments. Vari-
ous parameters will change, generating everything from small, balanced maps to

asymmetrical, high-pressure situations. These parameters are:

e Number of planets and their spatial distribution.

Planet growth rates.

Fleet travel speed.
e Map size and gravitational modifiers.
e Time available per decision step.

e Number of initial ships and neutral planets.

3.3.2 Baseline Agents

Our agent will be compared with other benchmark agents from the repository to as-
sess performance. Each of these adversaries represents a different level of complexity
to which our Al is subjected, allowing us to measure improvements in adaptability
and the strategies employed. Some of these agents include RandomAgent, which
acts randomly rather than strategically, thereby reducing complexity. It is also com-
pared with heuristic agents that follow predefined rules and prioritize key factors
such as distance to valuable resources and potential threats.

Other agents that aid in the evaluation of our work are those designed in previous

studies, notably those from TeamTitans, NanaBoshi, and GalacticArmada E] These

?https://github.com/SimonLucas/planet-wars-rts/blob/main/competitions/IEEE_CoG_
2025_Results.md
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agents utilize evolutionary methods or basic planning, delivering strategies that ex-
ploit exploration with less adaptability. Together with the agents available in the
repository, these agents form a progression of difficulty from minimal competence to

a realistic challenge.

3.3.3 Metrics

The win rate will be the primary metric for evaluating and comparing our agent’s
performance across the different scenarios tested. While it is a simple metric, it is
the standard measuring system frequently used in intelligent agent competitions and
research [28], facilitating the evaluation and comparison of our agent and its strategy
against the rival agent.

However, our agent’s performance cannot be measured solely by their win rate.
Efficient behavior is a key factor in evaluating performance in real-time strategy en-
vironments [29]. To provide a more comprehensive assessment, we will also measure
planet control, fleet control, score difference, and decision time. In this way, we focus
not only on the agent’s win-loss rate but also on the quality of their decisions and
resource management, identifying potential weaknesses. The values used for these
metrics are obtained after 50 games per experimental condition against other agents

from the official repository.

3.3.4 Implementation Plan

The next figures show the Gantt diagrams for this project, integrating the
state of the art research and agent design architecture carried out this year and the

next steps to be taken.
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4. Development of the ISILab
Agent

The Planet Wars code supports two programming languages for creating our agent:
Python and Kotlin. Python is a high-level language that offers a wide range of useful
libraries for developing Al software in the RTS environment. For example, the Py-
Torch library [30] and TensorFlow [31] are open-source machine learning frameworks.
These two libraries are fully supported by the Planet Wars competition.

Kotlin is also a high-level programming language supported by the Planet Wars
competition; in this case, the repository offers full access to the forward model, al-
lowing work with the MCTS algorithm. Given that execution is one of the most
important factors in the competition, Kotlin surpasses Python because it is a com-
piled language that runs on the Java Virtual Machine (JVM) [32], enabling the rapid
execution of large numbers of simulations. For this reason, Kotlin was selected for
developing the ISILab Agent.

The agent’s architecture is based on the best-first search method, Monte Carlo
Tree Search (MCTS) [33], which is adapted for the Planet Wars environment. The
agent can determine whether it is at an advantage or disadvantage and prioritize
exploration in the early game. This allows the agent to explore multiple actions,
even if their stats aren’t the best yet. As the game progresses, this uncertainty
decreases, and the agent already knows which actions are best to execute. By the
late game, the system shifts its focus to exploiting the actions that have shown the

best results against the rival agent.

14
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4.1 Architecture

The ISILab Agent works with 2 main classes: MCTS, which is responsible for real-
time decision-making, and a GameState Wrapper that translates engine information
to enable MCTS.

4.1.1 Monte Carlo Tree Search

As previously mentioned, the competition engine greatly facilitates the implementa-
tion of MCTS. This search tree works by repeatedly executing four distinct phases:
Selection, Expansion, Simulation, and Backpropagation. In this figure 4.1, we show

the standard diagram illustrating how MCTS works.

Selection

The first phase of MCTS is selection. This phase starts at the root node and descends
through the tree, selecting the most promising child node at each level until it reaches
a node with unexplored actions. This is where UCT is applied. The exploration
constant varies according to the progress of the game, which is measured based on
the proportion of ticks elapsed relative to the maximum limit of 200 iterations, as
well as the estimated advantage given by the difference in ship count and the growth
rate of both players. Unlike traditional MCTS, this one integrates a Progressive Bias,
a heuristic evaluation that helps to explore during the early phases of the match,
guiding the agent towards promising actions while reducing the branching factor.
As more nodes are visited, this bias decreases to the point where it is no longer
necessary to use it, since enough simulations have been performed by this point in

the game for UCT to take control of the selection.

Expansion

When a node with unexplored actions is reached, a new child node is created, and
one of the available actions from the current state is executed. In this phase, the
agent clones the current game state using deepCopy(), simulating the game physics,
including fleet movement, planetary growth, and combat resolution.

The available actions for the tree are strategically scored before expansion during

the early game to work with the progressive bias. This ensures that the tree grows
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preferentially toward relevant states rather than exploring arbitrary moves at the

beginning of the match.

Simulation

Once a new node has been expanded, the simulation phase begins, also known as the
rollout or playout. The Planet Wars engine provides ForwardModel(), allowing the
agent to try actions many ticks forward. From the newly created state, the agent
applies actions at random. However, this rollout is not purely random; it is guided
by progressive bias during the early game. This process is repeated until the state
becomes terminal or the maximum rollout depth is reached.

At the end of the simulation, the resulting state is evaluated using a heuristic
function that measures differences in ship count, growth rate, ships in transit, and
territorial control. These factors are weighted based on the state of the game. When
a terminal state is reached, a fixed reward of 4100 is returned if the player is winning

or -100 if the player is losing, on the same heuristic scale.

Backpropagation

Once the simulation returns a score, the backpropagation phase updates the statistics
of every node visited during that iteration, propagating from the newly created leaf
node back up to the root of the tree. In each iteration, the visited nodes increment
their visit counter by 1 and accumulate the result obtained from the simulation. The
final action selection is not performed using the UCT formula. Instead, the agent

selects the child node with the most visits.

0

R
(a) Selection (b) Expansion (c) Simulation (d) Backpropagation

Figure 4.1: Monte Carlo Tree Search [34].
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For this MCTS implementation, the Upper Confidence Bound applied to Trees
(UCT) [35] is modified. Instead of using the standard equation [£.1] the constant
(C) was turned into a variable, allowing a dynamic transition from exploration to
exploitation based on the progress of the game. Additionally, to support this adapt-
ability, a progressive bias [36] was incorporated. This bias uses heuristic evaluators to
aid exploration in the early stages, helping to identify the best actions. The formula
for the bias makes it gradually decrease as more nodes are visited, eventually

becoming unused in the late game.

Q In N

UCT ==L 4+ C (4.1)
n; n;
H;
1+ n;
e (); = total sum of rewards (wins) for node 4
e n, = number of visits to node 7
e N = total number of visits to the parent node
e (' = exploration constant
e H, = heuristic evaluation of node
The complete formula used by the agent is:
i In N
UCT, = 2% + Cyy|—— + PB; (4.3)
n; n;

4.1.2 GameState Wrapper

This module is responsible for connecting MCTS with the Planet Wars environment.
For the tree to work, it requires an interface called MCTSState, which defines the

following operations:

1. isTerminal(): Determine whether the iteration has reached the maximum limit

or if there are no more opponents’ planets to conquer.

2. getResult(): Returns the evaluation of the state.
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3. takeAction(): Applies an action and returns the new state.
4. takeRandomAction(): Executes a random action.
5. getActions(): Generates the available actions.

6. stateQuickEval(): Fast heuristic evaluation.

It is here that our wrapper acts as a translator, enabling all operations provided
by the game engine to interact with the MCTSState interface. This allows the search

tree to understand the game domain and progress.

Action generator

To generate the action of the agent, the method getActions(playerld: Player) per-
forms that role. This method uses priority logic to generate defensive and offensive
actions, calculated with lightweight heuristics. The main objective of this method is
to minimize the branching factor of MCTS and guide the search toward satisfactory

strategic moves.

e Defensive Actions: The agent evaluates its own planets that are in danger by
detecting the enemy fleets moving towards them. For each planet in danger,
reinforcements are generated from allied planets near them, calculating the

number of ships necessary to nullify the threat.

e Offensive Actions: Each available planet in possession evaluates the possible
objectives using a heuristic calculation that considers the viability of the attack,
the redundancy of attacks, the temporal urgency, and the growth rate of the
target planet. This function prioritizes enemy planets over neutral planets;

once the best objectives are selected, the number of ships to attack is calculated.

This method includes the method Action.doNothing(), which is provided by the
Planet Wars engine. These 3 actions are shuffled to avoid order-based bias.
State evaluation

The agent uses 2 methods to evaluate states: one with low computational cost and

the other for complete evaluation.
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e getResult(playerld: Player): This method returns a complete evaluation of
the agent’s state, calculating the difference between total ships, territorial
control, and growth potential. Some of these elements are calculated with
dynamic weights based on the match’s progress, such as earlyGrowthWeight,
lateGrowthWeight, earlyTransitWeight, and lateTransitWeight. This allows
the agent to prioritize growth at the beginning of the match and territorial
control at the end. Once a state becomes terminal, it delivers extreme rewards

according to its superiority over the rival.

e stateQuickEval(playerld: Player): Unlike the previous method, this one re-
turns a lightweight heuristic evaluation based on the difference in ships and
the growth rate. This function is used during the selection phase of MCTS to

compute a lead factor and adjust the exploration constant.

4.2 Hyperparameter optimization

As we progressed in developing the ISILab Agent, many parameters began to appear
as more actions or complementary functions we created; however, the value of each
parameter was assigned manually to test functionality against expected behavior.
Once the agent works correctly, we employ Hyperparameter Optimization (HPO)
to identify the most suitable value for each hyperparameter using the Irace Package
[37] from R software [3§].

Irace is an automatic algorithm configuration tool based on Iterated F-Race anal-
ysis [39], seeking to deliver possible candidates with promising values through evalu-
ations within the context of the problem; in this case, the Planet Wars matches. This
is an iterative process that statistically eliminates the worst values until it converges
to 5 possible cases.

The agent has 14 hyperparameters distributed across behavioral actions and eval-

uation functions.

e Behavioral Actions: These parameters determine the thresholds and fractions
that govern offensive and defensive decision-making. They do not decide which
action to take, but rather evaluate the minimum proportion of ships necessary

for a possible attack, including both the fraction of ships to deploy for an
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attack and the minimum number of ships that must remain on the planet

before sending reinforcements without being undefended.

e Evaluation Functions: These functions determine which planets are conquer-
able or require defense. Different weights are used in the calculations of these
functions; they account for the growth rate of troops, the speed of ships, the

terrain covered, and the priority of planets (enemy, own, neutral).

[race calls an external evaluator that runs real Planet Wars matches using the
competition’s reference agents: CarefulRandomAgent and GreedyHeuristicAgent.
Each configuration performs 50 matches, alternating the agent’s position (player
1, player 2) to eliminate positional bias. The performance of each configuration
is defined as 1-winRate; the goal of Irace is to decrease this value, which means

increasing the winRate.

4.3 Versions of the ISILab agent

Following the iterative process of DSR, three versions of the ISILab agent were

developed:

1. Version 0: This version of the agent serves as the basis for the following
versions. Here, MCTS is implemented for a multi-bandit system integrated
into UCT, and is modified by replacing its constant with a dynamic one to
prioritize exploration at the beginning and later exploit actions at the end
of the match. However, this version was not submitted to the competition

because it was very basic and its parameters were hand-tuned.

2. Version 1: This version of the agent was submitted for the competition; here,
hyperparameter optimization is already implemented to improve performance
with respect to the values of the variables used in decision-making. However,
this version is excluded from the competition due to its low effectiveness against

the Greedy Heuristic agent.

3. Version 2: The last version developed, a heuristic method known as progres-
sive bias, to guide the initial exploration in the game and later decrease its

influence in decision-making. This implemented method shows a significant
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improvement in the agent’s performance. This version is accepted in the com-
petition, showing remarkable performance against the Greedy Heuristic Agent
and Careful Random Agent, the main evaluators of the competition, and is
surpassed only by agents developed by other participants. This version mixes

multiple agents, hyperparameter optimization, and heuristic methods.



5. Evaluation and results

In this chapter, we evaluate the performance of the ISILab Agent using the Evalu-
ateAgent.kt runner class. This runner simulates matches where the agent plays on
each side of the map n times, as defined by us. If n = 3, then EvaluateAgent runs 6
matches.

The engine of Planet Wars provides 3 types of agents that we can use to play
against the ISILab Agent.

e Random agents: Pure Random Agent, Better Random Agent, Careful Random
Agent, Slow Random Agent, and Heavy Computation Agent.

e EvoAgent-200-20-0.5-true ( Evolutive agent).
e Greedy Heuristic Agent.

Also, we’re going to use the results of the competition of the Planet Wars Al
Challenge carried out in the International Conference on Autonomous Agents and

Multiagent Systems 2026 (AAMAS) E], where ISILab Agent faced agents created by

other participants.

5.1 Experimental Setup

EvaluateAgent runs matches using the real parameters used during the competi-
tion to evaluate our agent’s performance and determine whether the changes we are

implementing improve the ISILab Agent.

"https://cyprusconferences.org/aamas2026/competitions/
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For our evaluation, the agent plays 25 matches for each side, for a total of
50 matches; these are played within predefined parameter bounds. Each match
randomly selects the values, forcing the agents to adapt to scenarios that change
throughout the competition. The parameters defined by the official competition

repository E] are:

e Number of planets: 10 — 30.

Neutral ratio: 0.25 — 0.35.

Growth rate: 0.05 — 0.2.

Transporter speed: 2.0 — 5.0 units/tick.

Game duration: 2000 ticks.

According to the competition, games will run at 20 Hz, giving agents 50 ms per
decision. However, this is a real-time competition: agents may take longer (but will
act on stale information), and if both respond quickly, the game will run faster.
The results obtained after these evaluations are calculated using the agent’s win
rate as a reference. This metric is commonly used to evaluate the performance of
an Al in RTS game environments [40]. It is also the metric used for the official

competition, which is why we use it to evaluate our agent.

5.2 Results

The results obtained belong to the 3 versions of the I[SILab agent. The first table
[b.1] presents the win rates of the different versions, our main measure, while the
following table provides relevant computational performance metrics such as
average action time and total timeouts. Each version plays 50 games against the

agents in the repositoryf’|

’https://github.com/SimonLucas/planet-wars-rts/blob/main/competitions/AAMAS_
2026 .md
SIn this context timeouts means the agent returns the action DoNothing()


https://github.com/SimonLucas/planet-wars-rts/blob/main/competitions/AAMAS_2026.md
https://github.com/SimonLucas/planet-wars-rts/blob/main/competitions/AAMAS_2026.md
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Table 5.1: Win rate of ISILab Agent versions against repository agents

Opponent Vo Vi V2

Pure Random Agent 98.0% 100.0% 100.0%
Better Random Agent 98.0%  96.0% 100.0%
Careful Random Agent 96.0%  76.0% 100.0%
Heavy Computation Agent 94.0% 100.0% 100.0%
Slow Random Agent (delayMillis: 1000ms) 100.0% 100.0% 100.0%
EvoAgent-200-20-0.5-true 72.0%  62.0% 100.0%
Greedy Heuristic Agent 12.0% 68.0%  94.0%
Overall Average 81.4% 86.0% 99.1%

Table 5.2: Performance metrics of ISILab Agent versions

Metric VO Vi V2

Average action time (ms) 54.54  86.0  55.42
Total timeouts 42.685 11.082 76.999

The results of version 0 of the agent show good performance against random
agents, with a victory rate above 94%), demonstrating that it has strategic behavior;
however, against agents with strategic behaviors such as EvoAgent and the greedy
agent, the victory rate drops noticeably, especially with the greedy agent reaching
only a 12% win rate. The agent’s average action time is 54.54 ms, slightly exceeding
the competition’s proposed limit. The agent has a total of 42,685 timeouts through-
out the 350 games in which it returns DoNothing|().

Version 1 of the agent, the first one submitted to the competition, has hyperpa-
rameter optimization implemented. The results show that the victory rate against
the greedy agent increases notably from 12% to 68%; however, the performance
against random agents and the EvoAgent decreases. Although there is an improve-
ment over the previous version, its performance is not yet satisfactory for the com-
petition. The average action time far exceeds the 50 ms margin; however, it has
shorter waiting times than the other 2 versions, with DoNothing() occurring only 11

times.
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Version 2 of the agent integrates the progressive bias, reaching its best perfor-
mance. The victory rate increases to 100% against random and evolutionary agents,
with only the greedy agent posing a non-significant challenge to the agent. The agent
returns to an average margin of 55.42 ms per action; however, timeouts increased to
77, during which the agent returns DoNothing() in 350 games.

In addition to evaluating against the agents in the repository, an evaluation was
conducted among the 3 versions of the ISILab agent. Each version played 100 games
against each version of the agent. The data presented in the table shows the pro-

gressive improvement of this agent.

Table 5.3: Win rate between ISILab Agent versions (100 games per matchup)
Agent vs VO vs V1 vs V2 Overall Average

VO - 2.0% 5.0% 3.5%
V1 94.0% - 15.0% 54.5%
V2 100.0%  95.0% - 97.5%

e VO0: Average action time = 38,92 ms, Total timeouts = 324
e V1: Average action time = 35,41 ms, Total timeouts = 335

e V2: Average action time = 37,54 ms, Total timeouts = 197

Version 0 had the lowest performance against its later versions, having an average
of 3.5% victories. Version 1, which includes hyperparameter optimization, improves
its performance with an average of 54.5% victories, resulting from its superiority over
the previous version. The last version of the agent that integrates progressive bias
has been clearly superior, with an average of 97.5% victories. These results show the
effectiveness of the improvements introduced in each iteration of this project.

By demonstrating favorable performance, especially against the GreedyHeuristic
and CarefulRandom agents, the competition’s main evaluators. The second version
of the agent is accepted to participate against other developers’ agents. In the Planet

Wars Al Challenge E|, multiple agents can be submitted by the same participant; the

“https://github.com/SimonLucas/planet-wars-rts-submissions/blob/
be28485933272e1109c65d5ec705bbd914c977b4/results/spring-2026/leaderboard.md
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following table summarizes the competitors and the positions in which each
finished.

Table 5.4: Summary of the best version of the agent from the competition

Rank Agent 1 o [ — 30
1 teamtitansagentv3 33.600 0.737 31.388
2 gnn_cont999_128_top64 32.503 0.676  30.475
3 nanaboshi08271 29.064 0.605 27.249
4 adversarial-dba 24.965 0.515  23.420
5 galacticarmada 22758  0.489  21.290
6 ISILab-agent 20.852 0.491 19.380
7 conditional-greedy-agent 19.682 0.471  18.269
8 frontiersentryhyperguardplus 18.420  0.467 17.019
9 bastiontempov4_tunablestrategic 17.260 0.467  15.857

10 ease_agent_001 15.935 0483 14.486
11 intelligentagent 15.386  0.475  13.962
12 adaptivefrontiersentinel 14.359  0.484  12.906

The competition is classified using the metric p — 30. The repository assigns
its own score, where 1 represents the agent’s average performance across the games
played, and o is the standard deviation, which measures per-game stability, . This
equation penalizes agents with high performance variability and favors consistent,
reliable behavior.

Our agent, ISILab-agent, obtained an average score of u = 20.852 with a standard
deviation of o = 0.491. The lower limit at g — 30 reached 19.380 points. Assuming
a normal distribution of the results, approximately 99.7% of the agent’s executions
should obtain a score higher than this value, which demonstrates a good level of
performance and acceptable stability. This result is particularly satisfactory, since
it is the agent’s first participation in the competition against established opponents
such as TeamTitans, NanaBoshi, and GalacticArmada.

These results support the effectiveness of the improvements implemented through-
out the agent’s development, especially the progressive bias, which enables the agent

to achieve near-perfect victory rates. The actual results of the competition can be
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found in the official repository for the Planet Wars Al Challenge.

5.3 Evaluation

The Fisher exact test [41] is used because the data obtained is binary; they measure
the agent’s victory or defeat. In addition, the scenarios in which the agent is tested
are not similar but independent, with variations in the number of planets, troop
movements, and even the agent’s starting position, since each map is generated
randomly.

Fisher proposes 2 hypotheses: null (Hy) and alternative (H;y). Hy proposes that
there is no change or improvement in the performance of the agent, indicating that
the probability of the ISILab agent winning is the same, regardless of the version used.
On the other hand, H; establishes that the victory rate of some versions of the agent
differs significantly from that of others, indicating that iterative development has
produced a measurable improvement. For this evaluation, the data to be measured
are the overall win-rate results using a decision threshold of o = 0.05. If the p-values
are less than «, the implemented changes show a significant improvement; if they

are greater than this threshold, Hy is not rejected.

Table 5.5: Fisher’s Exact Test — Repository agents

The Odds Ratio in this context represents the relative odds of winning.

Comparison Win Rate p-value Odds Ratio

V0 vs V1 81.4% vs 86.0% 0.124 1.4
V1 vs V2 86.0% vs 99.1% < 0.001 18.8
V0 vs V2 81.4% vs 99.1% < 0.001 26.3

Table 5.6: Fisher’s Exact Test — Versions

The Odds Ratio in this context represents the relative odds of winning.

Comparison Win Rate p-value Odds Ratio

V0 vs V1 3.5% vs 54.5% < 0.001 32.7
V1 vs V2 54.5% vs 97.5% < 0.001 32.3
V0 vs V2 3.5% vs 97.5% < 0.001 999.0




CHAPTER 5. EVALUATION AND RESULTS 28

The first table presents the performance results of the 3 versions against the
official agents from the repository. Although there is an increase in the win rate for
each version, Hy is not discarded; the first comparison, between VO and V1, gives a
p-value = 0.124, which is higher than the defined threshold. Without a doubt, it is
worth highlighting that it improves notably over the Greedy Heuristic Agent, going
from 12% to 68% in win rate, but the overall average increases slightly, indicating
a non-significant improvement. However, the results change when evaluating V1
against V2, and especially VO against V2; in these cases, H; is validated, with a
p-value below the threshold, demonstrating that V2 has 19 times higher odds of
victory against V1 and 26 times the chance against V0. This demonstrates that the
improvements progressively enhance the agent’s performance.

The second table [5.6|presents results from matches between versions of the ISILab
agent, excluding results against external agents. In this evaluation, Hj is discarded
in its entirety, in contrast to the first table, where VO and V1 do not show a sig-
nificant improvement. These results confirm the agent’s progressive improvement,
demonstrating that implementing hyperparameter optimization for V1 and intro-
ducing progressive bias in V2 improve the agent’s performance, with V1 having 33
times more chances of victory against VO and V2 having 32 times more chances of

victory.



6. Conclusion

This work presented the development of an intelligent agent capable of competing
in the Planet Wars AI Challenge, fulfilling the proposed general objective. The
architecture of the ISILab agent combines 3 of the 4 methods presented in the state
of the art through the iterative process proposed by DSR, utilizing the multiple-
bandit system of UCT that integrates MCTS, the hyperparameter optimization of
IRace, and the heuristic calculation of progressive bias.

The results from the competition show that the combination of these 3 methods,
frequently used in RTS games, achieves competitive performance in the dynamic
environments of Planet Wars, as evidenced by the agent’s win rate. In particular, the
implementation of progressive bias, together with the dynamism of the exploration
constant, was key to both exploration and exploitation in MCTS.

Obtaining a score of u — 30 = 19.380, with an average of u = 20.852 and a
standard deviation of o = 0.491, the ISILab agent ranks 17th out of 30 participants in
the competition, validating the competitive and strategic behavior of the intelligent
agent. This result is considered acceptable given that it is the first time participating
in this competition.

However, the results obtained outside the competition, in the official repository
evaluator, demonstrate important limitations for future improvements of the agent,
such as the speed of decision-making, which slightly exceeds the 50 ms that Planet
Wars gives, causing the agent to tend to deliver DoNothing(), allowing other agents
whose decision-making speed exceeds the performance of the ISILab agent. There-
fore, despite the competitive performance achieved, future work should focus on
improving decision-making speed.

This project can serve as a foundation for future participation in AI competitions

and for research on decision-making in RTS games.
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7. Appendix

7.1 IRace installation

1. Download R Softwar{] from its official repository (the repository changes de-

pending on the country in which we work)
2. Run the installer and follow the setup wizard.

3. Add R software to PATH by running:

C:\Program Files\R\R-4.1.3\bin\x64

For 32-bit version:

C:\Program Files\R\R-4.1.3\bin\1386

4. Install Irace from the R console by running:

install.packages("irace", repos = "https://cloud.r-project.org")

5. Run:

Ihttps://www-r--project-org.translate.goog/?_x_tr_sl=en&_x_tr_tl=es&_x_tr_hl=
es&_x_tr_pto=tc

35
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10.

11.

C:\> Rscript -e "cat(gsub(’/’, ’\\\\’, system.file(package=’irace’, ’bin

It will output a path (replace x64 with i386 if you are on a 32-bit system) that
you need to add to your PATH.

. Verify the installation by running in your CMD:

C:\> irace --help

Create an Irace configuration folder in your project.
Create Parameter.txt with the parameters and their range.
Create Instance.txt with only one input: default.

Create target-runner.bat; this script serves as a bridge between Planet Wars

and the Irace package.

Now we can execute our optimization by running:

irace --scenario scenario.txt
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